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1 INTRODUCTION 
This document introduces Privacy-Preserving Authorization in the context of OAuth 2.0 protocol 
and its User-Managed Access (UMA) profile. Privacy-Preserving Authorization Service is a 
profile which proposes a slightly modified flow, still conforming to the OAuth 2.0 standard, 
which enables a discovery mechanism for Clients to find Resource Servers while providing 
privacy protection for the identity of Resource Servers in this process. The main goal is to 
leverage the Authorization Server as a discovery mechanism to dynamically introduce Resource 
Servers to the Clients in a privacy-preserving manner, i.e. revealing only the identity of the 
Resource Servers a Client is authorized to contact.  
Aside from the additional privacy protection, this flow is also simpler and more efficient for 
environments where multiple Resource Servers and Clients interact, especially when Resource 
Servers may dynamically join or leave the environment, and removes the need to have a separate 
out-of-band discovery mechanism. 
Note that the “discovery service” in this case refers to the discovery of Resource Servers (such as 
Providers or Practitioner Systems) for Clients (such as mobile Apps), not to be confused with the 
discovery of patients based on demographic information which is a US-based issue due to lack of 
universal patient identifiers. Other existing work, such as the Mobile Care Services Discovery 
(mCSD) supplement proposed by the Integrating the Healthcare Enterprise (IHE), have been 
proposed to tackle the discovery problem in healthcare for more general cases.  

2 USE-CASE AND REQUIREMENTS 

The primary use-case driving this profile is the generic OAuth/UMA use-case in which a Client 
requests access to some resources residing at some Resource Servers. In general, there may be 
many such clients and Resource Servers in an environment. Since resources are stored at 
multiple Resource Servers, a Client’s query may involve resources residing at many Resource 
Servers.  
A common example in healthcare is mobile Apps in a Fast Healthcare Interoperability Resources 
(FHIR) ecosystem in which a patient’s information may reside at many different FHIR Resource 
Servers, belonging to different organizations. The App, in this use-case, needs to find and collect 
the information it is seeking from all these Resource Servers. 
In implementing this use-case, the following requirements are met by the proposed flow in this 
document: 

- The Client must be able to collect the data it needs from different Resource Servers 
without individual introduction to each of the Resource Servers, since the Resource 
Servers may dynamically join or leave the environment. 

- All authorization policies must be enforced on Client’s access to information at any 
Resource Server. 

- The Client must not be able to make inference about data it is not authorized to see, based 
on the fact that the data exists at a known Resource Server. 

To elaborate on the latter requirement, consider the case of healthcare mobile Apps in a FHIR 
environment. Suppose that an App is looking for patient Alice’s medication records. Also 
suppose that according to the policies (either Alice’s consent directive or jurisdictional policies) 
this App is not authorized to access any sensitive medication records marked as Restricted. 



 
 
Privacy-Preserving Authorization Service v0.5  January 15, 2018 
 

2 

Moreover, suppose that Alice has some sensitive medication records marked as Restricted at a 
Resource Server at the address example-mental-health-provider.com/fhir. Since according to 
policies, the App is not authorized to access Restricted information, it will receive an 
Unauthorized or empty response upon requesting Alice’s medication records from this Resource 
Server. However, this is not enough; even though the App is unable to get a copy of Alice’s 
sensitive medication records, it is still able to make an inference based on the fact that it knows 
Alice has some medication records at a facility known to provide mental health services. Thus, 
the system must guarantee that a Client receives only the address of those Resource Servers it is 
authorized to talk to. In the above example, the App must not be made aware of the Resource 
Server example-mental-health-provider.com/fhir. 

3 OVERVIEW AND MOTIVATION 

A typical OAuth/UMA flow starts by the Client sending a request to access some resources to a 
Resource Server (RS). The Resource Server, then, may refer (or redirect) the Client to the 
Authorization Server (AS) to obtain an Access Token. If the Client successfully obtains an 
Access Token, it can repeat the request to the RS and conditioned on a successful verification by 
the RS, receive the data. This flow is shown in Figure 1. 

 
Figure 1. Typical OAuth/UMA Flow which starts from the Resource Server. 

The main assumption in this flow is that prior to the interaction, the Client is introduced to the 
Resource Server using an out-of-band mechanism. This implies that in the case of multiple 
Resource Servers, either the Client has to be pre-configured with the address of each server, or 
finds these addresses via a separate discovery mechanism. In cases where there is potentially a 
large number of Clients and Resource Servers, pre-configuration becomes less realistic and 
having a discovery service is inevitable.  
Such discovery mechanism needs its own access control and privacy protection mechanism 
because from the privacy perspective and based on the principle of least privilege, it is important 
that Clients only get to know the Resource Servers they are authorized to talk to.  

As a healthcare example, consider the case of mobile Apps in a FHIR environment where patient 
information resides at many different FHIR Resource Servers. A common problem for such an 
App is to find and collect all the information pertaining to a patient from all these Resource 
Servers.  
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Meanwhile, the mere knowledge of the fact that a patient has some information at a specific 
FHIR server can be privacy-revealing, even if the App is eventually denied access to the details 
of that information. For example, if the App gets to know that Alice has some information stored 
at a FHIR server belonging to a mental health or substance-abuse treatment, it can breach Alice’s 
privacy even if the App cannot access that information. Therefore, it is important that Apps only 
get to know about those Resource Servers they are authorized to request data from.  
To meet the above requirement, any discovery mechanism must be equipped with an 
authorization mechanism to protect the identity of Resource Servers. Using a different 
authorization server to this purpose creates a complex flow and duplicates the authorization logic. 
Thus, it is desirable to leverage the same Authorization Server to provide a privacy-preserving 
discovery mechanism. The Privacy-Preserving Authorization as proposed in this document does 
just that.  
Figure 2 depicts an overview of the Privacy-Preserving flow. Clients are assumed to have been 
introduced to the Authorization Server and be aware of its address. This can be a manual referral 
by a user (e.g. the patient), or it can be part of the configuration of an App through registration 
with an App Store. Note that in the outset, the Client does not know the identity of any of the 
Resource Servers. 

The flow starts by the Client requesting for an Access Token directly from the Authorization 
Server. The request also includes the requested Permission/Scopes. In response, and if successful, 
the AS returns an Access Token, as well as the list of Resource Servers the Client can try to 
query using that Access Token. In this flow, the Client only gets to see a Resource Server’s 
address after and if it successfully obtains authorization for accessing that Resource Server.  
Note that this flow is aligned with Section 4.4 of the OAuth standard, the Client Credentials 
Grant, also known as Two-Legged OAuth in the industry –since it only has two steps, rather than 
the three steps of the typical OAuth flow. 

As the figure shows, this flow also has the benefit of being simpler. Especially for simple Clients 
like mobile Apps, having fewer network calls makes the initial access to the data much more 
efficient. 
In summary, the motivations for Privacy-Preserving Authorization are as the following: 

- Leveraging the Authorization Server to provide a privacy-protective discovery 
mechanism for Clients to find Resource Servers, i.e. providing a discovery mechanism 
within the authorization flow. 

- Protecting the identity of Resource Servers by introducing Resource Servers only to those 
Clients which are deemed authorized to contact them. 

- Dynamic discovery which enables new Resource Servers to be added to the ecosystem 
without the need to introduce them individually to each Client. 

- Single point of on-boarding with the Authorization Server for Clients. 

- Simpler flow by eliminating the redirection/referrals. 
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Figure 2. Privacy-Preserving Authorization Flow Overview. The Flow Starts from the AS. 

4 ASSUMPTIONS AND CONSIDERATIONS 
The proposed architecture for Privacy-Preserving OAuth is based on a number of assumptions 
and considerations which will be discussed in the rest of this section. 

4.1 INTRODUCTION OF THE SERVERS 
All Clients need to be set up and introduced to the AS. This generally requires some onboarding 
process or OAuth client registration for the Authorization Endpoint of the AS by each Client. 
Note that no introduction to any RS is necessary for the Clients. 

Each RS needs to be introduced to the AS. This may require issuing credentials for the RS so 
that it can communicate with the AS for Token Introspection. 

4.2 DETERMINING PERMISSIONS/SCOPES 
Since in this flow the Client goes directly to the AS and requests for some Permissions/Scopes, it 
needs to know in advance the Permissions/Scopes required for a successful access later at the RS. 
This assumption has important consequences because it implies that: 

- The Client has a pre-determined and rather simple set of queries, because it must be able 
to map each query to the corresponding Permissions/Scopes required for a successful 
response to the query.  

- The Clients knows the naming conventions for Permissions/Scope as the AS understands 
them, so it can construct Permissions/Scope meaningful to the AS. 

Note that this contrasts with the UMA flow, in which the Client does not need to know anything 
about Permissions/Scopes or how to map a request to the required Permissions/Scopes. In the 
UMA flow, the Client simply goes to the RS with a request and it is up to the RS to determine 
the mapping of that request to Permissions/Scopes needed to authorize the response. The RS, 
then, registers these Permission/Scopes with the AS, receives a Ticket in the response, and sends 
that Ticket to the Client. The Client will, then, use the Ticket at the time of requesting an Access 
Token from the AS instead of requesting for specific Permissions/Scopes, as if saying “I need 
whatever Permissions/Scopes were registered with this Ticket”. In the end, the Client does not 
have any role in determining the Permissions/Scopes needed for fulfilling a request and that 
burden is entirely up to the RS. 

The flip side of this is that in the typical UMA, the Client has to go through the initial knock-on-
door to the RS in order trigger the RS to determine the Permission/Scopes required for the 

Privacy-Preserving	OAuth/UMA	Flow

• The	client	starts	by	directly	requesting	a	token	
from	the	OAuth/UMA	server
– In	line	with	Section	4.4	of	the	OAuth	RFC	(Client	Credentials	
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request and invoke Permission Registration. This is an additional HTTP request for the Client 
which in the case of some clients like mobile Apps can be expensive. Moreover, the RS also 
needs to go through the additional Permission Registration step which may further delay the 
response to the original request by the Client. 
So, removing the Permission Registration steps simplifies the flow and improves its performance 
by decreasing the number of network calls requires for each access, but it comes with a price as 
the Client now needs to be involved in understanding, interpreting, and determining the 
Permissions/Scopes it needs for each of its queries.  
The above also implies that the Client, the AS, and the RS must follow a standard for naming 
Permissions/Scopes so that they are all on the same page in understanding the meaning of these 
Permissions/Scopes, as requested by the Client, granted by the AS, and verified by the RS.  

For example, in the healthcare App scenario which is the primary underlying use-case for this 
flow, the App must be aware of the conventions for creating the Permission/Scope as the AS 
understands them, so that the AS can understand the semantics of these Permissions/Scopes and 
verify them against its policies. Once, and if, a Permission/Scope is granted, the RS must also be 
able to understand it in the same way as the AS and the Client, and know how to map it against 
actual protected resources within its custody in order to be able to determine what resources can 
be released to the client by the virtue of having been granted a specific Permission/Scope. 
Note that in healthcare use-cases, the Patient is usually a principal identity in determining 
Permissions/Scopes, and therefore, there must be a common convention across the board for 
referring to a Patients. In other words, the Client, the AS, and all of the Resource Servers must be 
able to have a common mechanism to identify patients. 

4.3 DISCOVERING RESOURCE SERVERS 
Since the AS is supposed to give the address of the RS to the Client upon issuing the Access 
Token, it needs a mechanism to find out what Permissions/Scopes are associate with what 
Resource Servers, particularly, when there are more than one RS. This requires a discovery 
mechanism to map Permissions/Scopes to RS addresses. 
Different mechanisms can be used for arranging such registry, but the most efficient way seems 
to be for the Resource Servers to register the supported Permissions/Scopes themselves, letting 
the AS know the Permissions/Scopes that are supported by the RS. The Resource Set 
Registration Profile for OAuth (defined as part of the UMA specifications) seems to be a very 
suitable mechanism as will be further discussed in Section 7.1. 

5 ACTORS 
Like the typical OAuth/UMA flow, there are three actors in the Privacy-Preserving 
Authorization:  

- Resource Server (RS): a server which stores protected resources and is capable of 
providing and controlling access to them. 

- Client: a party which intends to access some resource in the care of the RS. Also referred 
to as the Requester, the Requesting Party, or the Recipient.  

- Authorization Server (AS): the server in charge of making authorization decisions and 
is capable of:  

o evaluating authorization requests according to some authorization policies, 
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o determining whether and to what extent access can be allowed,  
o issuing Access Tokens to requesters (called the Requesting Party Token (RPT) in 

UMA), and  
o responding to verification requests about issued tokens, known as Introspection 

requests.   

5.1 FLOW 
While a high-level overview of the flow is given in Figure 2, a detailed sequence diagram is 
shown in Figure 3. 

 
Figure 3. Sequence diagram for the Privacy-Preserving Authorization Flow. 

6 RELATIONSHIP WITH CASCADED AUTHORIZATION 
The Privacy-Preserving Flow can be extended to Cascaded Authorization (as introduced in a 
separate document). Since the Privacy-Preserving Flow starts with the client requesting for an 
Access Token from the AS and in Cascaded Authorization there are multiple Authorization 
Servers, depending on the use-case, the flow can start from one of the Authorization Servers 
familiar to the Client. Figure 4 shows an example which starts from a Secondary AS in charge of 
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enforcing patient consent. Note that this flow assumes that the Consent AS is the one known to 
the Client and at which the flow is initiated.  

 
Figure 4. An example of Privacy-Preserving Authorization Flow in a Cascaded Authorization System for 

enforcing Patient Consents. 

7 IMPLEMENTATION CONSIDERATIONS 
This section discusses some of the technical details for implementing this flow.  

7.1 RESOURCE SET REGISTRATION 
As discussed earlier, since in the proposed flow the AS has to refer the Client to suitable 
Resource Servers, there must be a mechanism for the AS to determine, based on the requested 
Permissions/Scopes, the list of Resource Servers to include in its response to the Client when 
issuing an Access Token. 
In general, this requires maintaining a registry using technologies and mechanisms out of the 
scope of OAuth. However, the OAuth 2.0 Resource Set Registrations Profile, proposed as part of 
the UMA specifications, provide a perfect mechanism to handle this issue. The Resource Set 
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Registration profile defines an interface for Resource Servers to inform the Authorization Server 
of the types of resources they host and the Scopes supported for each Resource Set. The AS is 
supposed to store and maintain this information. By a reverse lookup in this database, the AS can 
find the list of Resource Servers matching a requested Permission/Scope1. 
Note that Resource Servers need to use this profile in an ongoing fashion to synchronize with the 
Authorization Server as new resources are added or removed to ensure that the AS always has an 
up-to-date list of where to refer the Client to obtain the resources it seeks. Figure 5 shows an 
example of a simple flow for implementing resource server discovery using the Resource Set 
Registration profile. 

 
Figure 5. Example of the Privacy-Protective Resource Server Discovery based on UMA Resource Set 

Registration Profile. 

7.2 COMPLEX SCOPES 
The OAuth 2.0 standard and most OAuth implementations consider granted Scopes to be a flat 
set of strings. This significantly limits the flexibility and expressiveness of Scope grants since it 
is not possible to distinguish tuples of granted scopes of different types. For example, consider 
the case where an AS wants to grant access to: 

- Read and write all Immunization records of Alice,  

- Only Read Conditions of Alice. 
The following will not work since it implies that the ‘write’ scope applies to both resource types. 

[‘Alice/Immunization’,	‘Alice/Condition’,	‘read’,	‘write’]	

                                                
1 Section 1 and 2.1 of the OAuth 2.0 Resource Registration Profile allude to this “discovery” use-case. 
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In other words, we need a mechanism to pair one type of scopes (i.e. patient resource type) with 
another type of scope (i.e. access mode, such as read or write). 
The SMART profile has proposed a mechanism to encode these scopes into a string based on a 
grammar. The above scopes, for example, can be modeled as: 

[‘Alice/Immunization.read’,	‘Alice/Immunization.write’,	‘Alice/Condition.read’]	
Note that the RS and AS need to implement a parser to encode or parse this string and 
understand its intended semantics. 

UMA has tried to solve this problem differently, by defining a Permission structure where 
resource types and applicable Scopes are bundled together as a pair. The above example can be 
expressed as the following in UMA: 

[	
			{	
		 			‘resource_id’:	‘Alice/Immunization’,	
		 			‘resource_scopes’:	[‘read’,	‘write’]	
			},		
			{	
						‘resource_id’:	‘Alice/Conditions’,	
						‘resource_scopes’:	[‘read’]	
			}	
]	

Note that in this case, no new grammar is defined and the existing Javascript Object Notation 
(JSON) is used. 
Howerver, this structure only allows pairs, i.e. tuples of two types of scopes. If there are more 
scope types, the problem remains. 
While these approaches solve the problem in simple cases, they still have some fundamental 
issue: every time a new type of scopes is added to the system, its combinations with other scopes 
need to be modeled in an unambiguous manner. Encoding combinations of scopes into a string 
leads to an increasingly more complex grammar and may also lead to a potentially large number 
of new scopes. For example, consider the case of Confidentiality as a new type of scope, 
indicating the level of access granted to the Client. In the above example, if the AS wants to only 
grant Reading Normal (N) information in Alice’s Immunizations, this will end up looking like: 

Alice/Immunization.read.N	
Note that the syntax for encoding the structure into a string is more complex, increasing the 
chance of errors (‘is confidentiality before or after read/write?’) and imposing the 
implementation of additional logic for parsing and encoding on the implementers. 
Moreover, this is even more complicated if scopes come from a vocabulary which includes a 
system identifier alongside the code. For example, the confidentiality codes in FHIR belong to 
the system http://hl7.org/fhir/v3/Confidentiality	which is quite complicated to encode with the 
SMART grammar. 

Using Javascript Object Notation (JSON) for representing Scopes without flattening them into a 
string can alleviate these issues and create a more flexible structure for representing scopes. 
Moreover, it can remove the distinction between UMA Permissions and OAuth flat scopes, since 
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UMA Permission will be simply one example of complex JSON scope. For example, the above 
example can be encoded as the following JSON object: 

[	
			{	
		 			‘resource_id’:	‘Alice/Immunization’,	
		 			‘resource_scopes’:	{	
											‘operations’:	[‘read’,	‘write’],	
											‘confidentiality’:	[	
														{	
																	‘system’:	‘http://hl7.org/fhir/v3/Confidentiality’,	
																	‘code’:	‘N’	
														}	
											]	
						}	
			}	
]	

7.3 SIGNED ACCESS TOKENS 
The typical OAuth/UMA flows use Access Tokens in the form of opaque strings. This requires 
the Resource Server to contact the AS using the Introspection flow to verify the validity of the 
token and to get the Scopes/Permission associated with it.  

Instead of using opaque strings, it is possible to use signed Access Tokens in JSON Web Token 
(JWT) format which are self-sufficient and can carry their validity and Permissions/Scopes with 
them. The JWTs will be signed by the issuing AS. This will also eliminate the need for 
introspection, therefore, reducing another network call from the flow as shown in Figure 6. 

Note that, although this approach will require fewer HTTP calls and will make the flow simpler, 
it has some consequences as discussed in the rest of this Section. 

7.3.1 REVOCATION 
Revoking existing Access Tokens before their expiry will be more complicated since there will 
not be a live verification process through introspection. This may force the system to use shorter 
time-to-live for the Access Token to minimize the use of revocation. 
7.3.2 DIGITAL SIGNATURE INFRASTRUCUTRE 

Using digital signatures will require a key-management infrastructure. In the case of symmetric 
signatures, each RS and the Authorization Server need to share a secret key. Using symmetric 
signatures also presumes a trust assumption that the Resource Servers will not use the key to 
issue Access Tokens, because they will be able to do that. This is not a realistic assumption, 
especially as the number of Resource Servers grow. 
For asymmetric signatures, there needs to be a Public-Key Infrastructure (PKI) to support 
distribution of key pairs as well as securely associate keys to identities. This, too, can become a 
complex issue as the number of Resource Serves grow. 
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7.3.3 REVEALING GRANTED PERMISSIONS/SCOPES TO CLIENTS 
Since the Access Token is no longer an opaque string, some details such as the granted 
Permissions/Scopes will be visible to the Client. While at first sight this may look like a good 
mechanism for the Client to understand why a request has been rejected, it may lead to some 
privacy concerns. 

First, this can create a vulnerability if a malicious Client attempts to guess the policies behind the 
AS decision (e.g. Consents) by systematically requesting for different Permission/Scopes and 
studying the granted Permissions/Scopes in the response. Particularly in the case of sensitive 
policies, such as patient Consents, such inference can breach the patient’s privacy. Moreover, 
this may also limit the ability of the Resource Server to avoid privacy-revealing responses. For 
example, to avoid revealing that the existence of a sensitive resource, the RS may send a “does 
not exist” response instead of “access denied”. Revealing the details of granted 
Permissions/Scopes will make the system further vulnerable to the Client’s inference in such 
cases. 
Encrypting the Access Tokens can alleviate this concern but it will add further complexity by 
introducing the issues around encryption such as key management. 
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Figure 6. Simplified Privacy-Preserving Flow with Signed JWT Access Tokens without Introspection for the 

Patient Consent use-case. 

8 GLOSSARY 
Access Token: A string representing an authorization issued by an Authorization Server to a 
Client. 
Authorization Server: The server in charge of making authorization decisions as to whether or 
not, and to what extent, a Client is authorized to access information residing at a Resource Server.  
Cascaded Authorization: An extension to the OAuth/UMA protocol which enables an 
Authorization Server to seek further approval from other Authorization Servers before issuing an 
Access Token for a Client. 

Client: A requesting party seeking to access some information residing at a Resource Sever. 
Client Credentials Grant: A mode of OAuth 2.0 in which the Client starts by directly 
presenting its credentials to the Authorization Server and requesting for an Access Token. Also 
known as Two-Legged OAuth. 
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Java Script Object Notation (JSON): A string representation for data structures as represented 
in the Javascript language, using the curly brackets to represent objects, square brackets for 
arrays, and comma separated key-value pairs for properties.  

JSON Web Token (JWT): A standard for representing signed JSON objects, often containing 
claims about the identity of an entity. 

Permission: A structure defined by UMA composed of a Resource Set identifier and an array of 
Scopes. 

Requesting Party Token (RPT): The Access Token issued to a Client in UMA. 
Resource Server: A server which stores some information resources and is capable of enforcing 
access control over these resources by communicating with an Authorization Server. 
Resource Set Registration: An interface defined by UMA with which a Resource Server can 
introduce and maintain an updated list of the Resource Sets in its custody with an Authorization 
Server.  

Scope: A string denoting a specific type or mode of access which can be granted by an 
Authorization Server to a Client. 

Token Introspection: An OAuth protocol which enables a Resource Server to verify an Access 
Token by contacting the Authorization Server that has issued that token. 

Two-Legged OAuth: A mode of OAuth 2.0 in which the Client starts by directly presenting its 
credentials to the Authorization Server and requesting for an Access Token. Also known as 
Client Credentials Grant. 
 

 
 
 


