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1 Introduction

Health information is generally considered one of the
most private information about an individual and
protecting privacy is one of the core requirements in
any system that dealing with health records. How-
ever, based on the social and cultural factors and the
consequences of a breach, the expectation of privacy
is not at the same level for all health information
and some are considered more sensitive than the oth-
ers. For example, a history of arm fracture or dental
cavity is generally considered less sensitive compared
to psychological health notes or sexually transmitted
diseases.

This distinction, and the requirement for extra pro-
tection measures, has been recognized by various leg-
islation. For example, the United States federal regu-
lations stipulate that the information collected by the
Department of Veteran Affairs related to drug abuse,
alcoholism or alcohol abuse, infection with the HIV
virus, and sickle cell anemia may not be disclosed to
a third party unless with the special written consent
of the patient, save some exceptions such as the case
of bona fide emergency [2]. Similar legislation exists
for other domains and for other types of information
such as psychotherapy notes, treatment for victims of
sexual violence, and genetic information [3, 4, 6].

On the other hand, besides the type of the infor-
mation, the sensitivity may also depend on subjec-
tive expectations and the circumstances of a specific
patients. For example, while the history of arm frac-
ture is not a highly sensitive for the average patient,
it may be highly sensitive for a professional athlete.
So, aside from content-based examples of sensitive in-

formation, there are also cases where arbitrary parts
of a health record may need special protection based
on the patient’s decision. For example, Section 13405
of the Health Information Technology for Economic
and Clinical Health Act (“HITECH”) stipulates the
right of an individual to have control over disclosures
regarding the healthcare items or services for which
the individual pays out of pocket in full, restricted
from a health plan [8].

Thus, there are user-driven and legal requirements
that call for special treatment and stricter protec-
tion measures for certain portions of data in a health
record. Data segmentation for privacy (“DS4P”) is a
technology developed to address such requirements.
The aim of DS4P to break a health-record down to
segments and provide fine-grained access control to
these segments based on their sensitivity. In this pa-
per, we present our model for DS4P in the context of
health record exchange scenarios on which basis we
have developed a pilot implementation.

The core idea is to use the clinical attributes for
each data element, along side a standard vocabulary
to recognize categories of data that must be treated
differently. Our implementation is based on an ex-
tension of the extensible access control markup lan-
guage (“XACML”).

The remainder of this paper is organized as fol-
lows: In Section 2, we briefly discuss the concepts
of DS4P and present our model for for the specific
health record exchange use-cases. In Section 3 we
discuss the implementation architecture and its com-
ponents. In Section 4 we demonstrate how this works
in the course of an example. Section 5 is where we
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Figure 1: The abstract data model.

discuss some lessons learned and discuss the potential
future work.

2 Data Segmentation for Pri-
vacy

Data segmentation refers to the decomposition of a
data item into smaller units to enable more fine-
grained data management [6]. In the context
of privacy-aware access control, data segmentation
refers to breaking the data down into smaller seg-
ments so that special access control decisions can be
made about certain such segments. In the context
of health record exchange, the special decisions are
about whether and how to release different parts of
the health record to the receiving organization. Some
examples are to redact a segment, mask a segment so
that it can only be decrypted by a certain end-user,
encrypt the record, or adding handling instructions,
such as no re-disclosure, in the form of annotation [5].

The smallest unit of data in a record is called a
clinical element and once it is connected to its corre-
sponding clinical attributes, it is referred to as a clin-
ical fact [7]. Clinical attributes are tags that specify
metadata about the clinical elements, such as clinical
information type and provenance.

In the abstract, data segmentation policies can be
enforced by implementing a set of filters which mod-
ify the data and convert it into a suitable form be-
fore access is granted to the receiver. The decision
about what filters to apply is up to data segmenta-
tion policies, which are part of the access control poli-
cies. This contrasts the classic access control model

where the policy decision point (“PDP”) makes a yes-
or-no answer about allowing or denying access to the
data, and the policy enforcement point (“PEP”) ac-
cordingly allows or denies the user’s access to the re-
quested data in its original form and without any
modification. Some examples of the filtering deci-
sions at the field-level in the context of health records
exchange are:

• Redact silently, which removes some clinical facts
entirely.

• Redact with notification, which removes some
clinical facts and replaces them with a value in-
dicating the it has been removed for privacy rea-
sons.

• Mask, which encrypts the value of some clinical
fact so that they can only be decrypted by a
certain end user.

• Pseudonymize which replaces the value of
the personally-identifiable fields with non-
identifiable values.

• Anonymize which removes the value of the
personally-identifiable fields from the record.

• Security Label which annotates the clinical fact
with security labels used by a health-care classi-
fication system (see [7]).

These operations may be used in a straightfor-
ward way by giving the explicit fields. For example
anonymize usually operates on a fixed set of specific
fields. However, assuming a fixed list of fields is not
very realistic in other cases such as mask, redaction,
or security labeling. In these cases, the policy is of-
ten semantics-based and specifies categories of data
rather than specifying the exact parts of the record.
For example, consider the following policies:

• Any information related to alcoholism and drug
abuse must be redacted.

• Any information related to human immunodefi-
ciency virus must be masked.

• Any medication related to sickle cell anemia
must be labeled with the label confidential.

To support such broad and semantics-based spec-
ification of information, we can use ontologies, se-
mantic networks of clinical attributes, which define
clinical terms and their semantic relations. A high-
level description of information as seen in the above

2



OWL
Inference
Engine

Ontology
Definitions

PEP

Filter

Segmentation
Policies

PDP

Requester Database

allow/deny + segmentation decisions

yes/no
DS4P concept definition +
instance checking query

data (raw)data (segmented)

Figure 2: Enforcement model for data segmentation policies.

examples can be interpreted as an ontology concept
definition and the data items which fall within this
concept will be targeted by the operation.

3 Implementation Architecture

This section discusses the implementation architec-
ture for enforcing DS4P policies. The implementa-
tion is based on an extension to a XACML access
control system.

3.1 Data Model

We assume an abstract data model for the records
as shown in Figure 1. Every record is a collection
of items which can be composite and contain other
items. The records, and every item in them are asso-
ciated with their attributes.

We only consider the clinical attributes based on
a standard vocabulary. In other words, we assume
that there is no free text field, and if there is, it has
been already tagged with the corresponding clinical
attributes.

This abstract data model can correspond to many
models used for storing and exchanging health
records, such as HL7’s Clinical Document Architec-
ture (“CDA”).

3.2 Implementation Architecture

The implementation is based on an extension of
XACML as shown in Figure 2.

Segmentation policies are rules that specify what
kind of filter must be applied to what data and under
what conditions. This is modeled as an XACML pol-
icy. The conditions of the rule are modeled using the
standard XACML constructs and the filtering deci-
sions are modeled in the form of XACML obligations.
A special family of obligations (that can be standard-
ize in an XSPA profile) are defined for the DS4P op-
erations which take a parameter which encodes the
definition of the concept which specifies the type of
information targeted by the operations. This is dis-
cussed further in Section 3.3 below. Figure 4 shows
an example of such a policy with the corresponding
obligation.

Once the request is captures by the PEP and sent
to the PDP, the PDP makes a decision according to
the policies as to whether or not access must be al-
lowed, and what filters must be applied before data is
made available to the requester. The decision about
filters are included as obligations in the response sent
back to the PEP. Such obligation must be executed
by the PEP before the access is granted.
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3.3 Semantics-Based Obligations

This section discusses more details about the struc-
ture and the enforcement model of semantics-based
obligations used for DS4P.

3.3.1 Definition

The obligation includes an identifier that specifies
the type of operation (encoded as ObligationId

in XACML ) as well as the definition of a
concept modeled as an attribute (encoded as
AttributeAssignmentExpression, with the ID
concept and the data type String).

A concept is the description of a group of objects
in the context of an ontology and is expressed in the
form of a description logic formula [1] which can be
encoded in Web Ontology Language (“OWL”) [9]. Al-
though we have assumed the concept definitions are
explicitly included in the XACML policy, this can be
simplified by defining a set of standard concepts and
using them instead of an extensive concept definition.
This is further discussed in Section 5.1.

3.3.2 Execution

The meaning of obligation is that the PEP must per-
form the designated operation (i.e. redact or mask)
on all the data items in the record that belong to the
defined concept.

More technically, the policy defines the concept
C, and for each data item i with the attributes
A1, . . . , An, the following T-Box and A-Box are
formed:

T-Box: Ontology Definitions, Definiton of C

A-Box: i : A1 ∩ . . . ∩An

Then by running an instance-checking algorithm,
it is tested whether i : C holds true. If the answer is
yes, then the operation is executed on the data item.
The PEP needs to consult an OWL inference engine
for running such algorithm, as shown in Figure 2.

4 Example

In this section we show an example of a DS4P policy
modeled in XACML as discussed above, and show
the event flow of its enforcement on an example CDA
document.

4.1 Record

Figure 3 shows an excerpt of a CDA document as an
example record. It contains three items each tagged
with a clinical attribute from the SNOMED vocabu-
lary.

4.2 Policy

Figure 4 shows an example of an XACML policy that
requires redaction of the fields related to alcohol and
drug abuse if the purpose is treatment.

For the sake of this example, we have used the sim-
ple concept definition as the following. The OWL-
encoded versions is shown in Figure 4:

∃is-a.SubstanceAbuse ∪
∃has-focus.SubstanceAbuse ∪

∃associated-finding.SubstanceAbuse ∪
∃is-a.Mental disorder due to drug ∪

∃has-focus.Mental disorder due to drug ∪
∃associated-finding.Mental disorder due to drug ∪

This is an example of translating a legal/policy re-
quirement into an ontology concept definition. More
careful examination by domain experts is required to
make a precise and encompassing definition and it
can also be standardized as discussed further in Sec-
tion 5.1.

4.3 Event Flow

• The PEP receives an access request for the
record shown in Figure 3.

• The PEP generates an XACML request and
sends it to the PDP.

• Evaluating the request, the PDP find the policy
of Figure 4 a match.

• According to the policy, the PDP generates a
response that allows access alongside the obliga-
tion as shown in the policy.

• The PEP receives the obligation and executes it
as detailed below.

The execution of the obligation is performed by re-
peating the following steps on each of the data items.
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<component>
<section>
<code code="29762-2" codeSystem="2.16.840.1.113883.6.1" codeSystemName="LOINC"/>
<title>Social History</title>

<entry>
<observation classCode="OBS" moodCode="EVN">
<code code="266924008" codeSystem="2.16.840.1.113883.6.96" codeSystemName="SNOMED CT"

displayName="ex-heavy cigarette smoker (20-39/day)"/>
<statusCode code="completed"/>
<effectiveTime>
<low value="1955"/>
<high value="1990"/>
</effectiveTime>
</observation>
</entry>

Item 1. Attribute:

ex-heavy cigarette smoker

(SNOMED:266924008)

<entry>
<observation classCode="OBS" moodCode="EVN">
<code code="160625004" codeSystem="2.16.840.1.113883.6.96" codeSystemName="SNOMED CT"

displayName="Date ceased smoking"/>
<statusCode code="completed"/>
<value xsi:type="TS" value="1990"/>
</observation>
</entry>

Item 2. Attribute:

Date ceased smoking

(SNOMED:160625004)

<entry>
<observation classCode="OBS" moodCode="EVN">
<code code="41083005" codeSystem="2.16.840.1.113883.6.96" codeSystemName="SNOMED CT"
displayName="Alcohol-induced sleep disorder"/>
<statusCode code="completed"/>
<effectiveTime>
<low value="1990"/>
<high value="1992"/>
</effectiveTime>

</observation>
</entry>

Item 3. Attribute:

Alcohol-induced sleep

disorder (SNOMED:41083005)

</section>
</component>

Figure 3: A CDA excerpt with 3 sections.

• The PEP send the concept definition and the
assertions about the attributes of the data item
to the OWL inference engine.

• The PEP queries the engine whether the data
item belongs the the concept defined.

• If the answer is yes, the PEP runs the operations
(e.g. mask or redact) on the data item.

In the hierarchical structure of the record, data
items inherit the attributes of their parent items.
Moreover, once an affirmative decision is received
about an item, it is applies to all the sub-items and
the iteration continues with the next item that is not
a sub-item to an already filtered item. But if the de-
cision for an item is negative, the checking continues
on its sub-items. For example, if a decision is made to
mask a data item, all its sub-items are also masked,
but if the parent item is not filtered, the sub-items
are still tested in case they must be redacted.

In the example of this case, Item 1 and Item 2 will
remain untouched since they do not belong to the
concept definition for redaction. But Item 3 belongs

Mental disorder due to drug
(SNOMED:442351006)

Psychoactive substance use disorder
(SNOMED:11061003)

Psychoactive substance-
induced organic mental disorder

(SNOMED:11387009)

Alcohol-induced organic mental disorder
(SNOMED:29212009)

Alcohol-induced sleep disorder
(SNOMED:41083005)

is-a

is-a

is-a

is-a

Figure 5: Part of the SNOMED ontology related to
our example.

to the concept (see Figure 5 to see the connections1)
and thus the corresponding section is redacted.

1Note that the is-a relation is reflexive and transitive.
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<Rule Effect="Allow"> Allow access if
<Target>
<AnyOf>
<AllOf>
<Match MatchId="function:string-equal">
<AttributeValue DataType="string">
treatment
</AttributeValue>
<AttributeDesignator MustBePresent="true"

Category="action-category:action-purpose"
AttributeId="action:purpose"
DataType="string"/>

</Match>

actions.purpose=treatment, and

</AllOf>
</AnyOf>
</Target>

<ObligationExpressions>
<ObligationExpression ObligationId="redact"

FulfillOn="Permit">
<AttributeAssignmentExpression

AttributeId="redact:class">
<AttributeValue DataType="string">
<owl:Class>
<owl:unionOf rdf:parseType="Collection">
<owl:Restriction>
<owl:onProperty rdf:resource="#is-a" />
<owl:someValuesFrom rdf:resource="SNOMED:442351006" />
</owl:Restriction>
<owl:Restriction>
<owl:onProperty rdf:resource="#has-focus" />
<owl:someValuesFrom rdf:resource="SNOMED:442351006" />
</owl:Restriction>
<owl:Restriction>
<owl:onProperty rdf:resource="#associated-finding" />
<owl:someValuesFrom rdf:resource="SNOMED:442351006" />
</owl:Restriction>
<owl:Restriction>
<owl:onProperty rdf:resource="#is-a" />
<owl:someValuesFrom rdf:resource="SNOMED:66214007" />
</owl:Restriction>
<owl:Restriction>
<owl:onProperty rdf:resource="#has-focus" />
<owl:someValuesFrom rdf:resource="SNOMED:66214007" />
</owl:Restriction>
<owl:Restriction>
<owl:onProperty rdf:resource="#associated-finding" />
<owl:someValuesFrom rdf:resource="SNOMED:66214007" />
</owl:Restriction>
</owl:unionOf>
</owl:Class>
</AttributeValue>
</AttributeAssignmentExpression>
</ObligationExpression>
</ObligationExpressions>

Redact all fields contained in the class:
∃is-a.SubstanceAbuse ∪

∃has-focus.SubstanceAbuse ∪
∃associated-finding.SubstanceAbuse ∪
∃is-a.Mental disorder due to drug ∪

∃has-focus.Mental disorder due to drug ∪
∃associated-finding.Mental disorder due to drug ∪

</Rule>

Figure 4: A sample DS4P policy formulated in XACML. For brevity, the XACML namespaces are removed.

5 Discussion

5.1 Translating High-Level Policies
into Ontology Concepts

A group of expert can precisely define the scope of a
given legislation into concept definitions in the ontol-
ogy. Such standard concepts harmonize the enforce-
ment of such policies across different systems.

For example, the legal requirements of Title 42 [3]
can be translated into a standard concept definition

by careful examination by an expert group. Similarly,
other requirements can be turned into similar concept
definitions. Eventually, a standard translation of all
the legal requirements into concept definitions can
be provided as a standard guideline for implement-
ing them. Other policies, such as labeling policies
can be similarly modeled as ontology concepts and
be referenced in policies2.

2This can, for example, be defined as a DS4P extension to
SNOMED.
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In that case, the XACML policy does not need in-
clude the concept definition and can simply reference
a standard concept that is already defined and resides
in the inference engine.

5.2 Format Agnosticism

Since fields names and other identifiers of the data
items are not directly referenced in the policy,
semantic-based obligations provide a mechanism to
evade direct coupling to the specific underlying for-
mat of the record and be format-agnostic.

As long as the record format inherits the abstract
structure of the simple data model of Figure 1 and
provide the data items and their clinical attributes,
the policy can be defined and enforced on it.

5.3 Obligation Aggregation

The XACML specification requires inclusion of all
the obligations from the rules/policies that have
been evaluated in the course of checking a request.
When more than one corresponding policies/rules
exists, the current XACML combining algorithm
allow-overrides does not require the evaluation of
all the allowing policies/rules and consequently, if
there are more than one applicable obligations, only
one of them will be included in the response.

This problem is already being discussed in the
XACML TC mailing list and can be fixed by using an
alternative flavor of allow-override which is obliga-
tion friendly and collects all the corresponding obli-
gations to a request.
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