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Introduction

The objective of this project is to process unstructured electronic health record text,
reading from a bulk FHIR (Fast Healthcare Interoperability Resources) data source, and
outputting the natural language processing (NLP) system outputs in structured FHIR that
represents the content of the text. The majority of the new development work involves
extracting note text from FHIR resources and sending to an NLP system, and then
converting the output of an NLP system into the FHIR specifications. This project is not
creating a new NLP tool to do the information extraction – rather, we will select from the
universe of available tools for the most appropriate for our needs. (We do anticipate that
whatever tool we select will require customization, modifications, and optimizations). In
the rest of this document, we will lay out the decision criteria that we used to select a tool,
describe the systems that met our initial filtering criteria, rate each system on the criteria,
and finally make a recommendation.

Initial Filtering

We identified 13 systems used frequently in NLP research on electronic health records. We
ruled out seven tools immediately for various reasons (see Table 1). We mention these
simply because some of these are well-known systems and we want to be clear that their
exclusion was not a simple oversight. The remaining six systems with brief descriptions are
in Table 2.

Table 1: Systems that were filtered out due to lack of open-source or general unsuitability.

System Reason for filtering

CLAMP Free but not open-source

MiniNLP Free but not open-source

MedLee Not free or open-source

Amazon Comprehend Service-based, not open-source, expensive

KMCI No available release

Bento GUI wrapper for other tools



Table 2: Systems that were open-source and task-appropriate and so were investigated
further.

System Description

Apache cTAKES Widely used tool with multiple modules trained on clinical text

Metamap Tool distributed by the National Library of Medicine to map
biomedical text to the Metathesaurus

QuickUMLS Python-based tool for mapping text to Metathesaurus

MedTagger Java-based tool from Mayo Clinic

Hitex Regular-expression-based tool based on the GATE platform

NLP2FHIR Wrapper for multiple NLP components with existing FHIR map

MedSpaCy Biomedical extension of Python-based SpaCy tool that wraps
QuickUMLS

Criteria

To distinguish the remaining systems we used the following criteria:

• Ease of use: Our goal is to re-distribute the tool with our FHIR converters, and ease of
use for us and for other potential downstream users may increase uptake.

• Programming language: We prefer systems in languages we already have expertise
in, mainly Java and Python.

• REST wrapper: RESTful interfaces are becoming standard ways to query for
information on the web, and an existing implementation would make integration with
our input/output transformations smoother.

• Extensibility: We may like to add functionality to any tool we decide to use, so we
want to investigate how difficult it is to extend each tool.

• Active user base: Open-source projects are easily created or released with platforms
like GitHub, but many are dumped there and have no active user base or developer
team keeping them up to date. We prefer tools with an active user base.

• Accuracy: NLP systems do not have perfect accuracy, but if one system is substantially
worse at accurately extracting concepts that obviously decreases its utility.

• Speed: The system will eventually need to scale to millions of notes, so processing
speed will be an important consideration.

• Existing FHIR capabilities: Any existing ability to transform extracted information
into FHIR could ease our implementation.



• COVID-19 resources: Since a major goal of this project is extracting information
related to COVID-19, any available processing resources will also ease our
implementation.

• Inertia/familiarity: Since we have extensive experience with cTAKES as project
committers, there is some inertia and possible bias towards that system. We mention
this bias in the interest of transparency.

Using these criteria, we were able to filter out an additional four systems. Metamap, while
well-known and popular, and technically open-source, is essentially a product of the NLM. It
is written in C and PERL, and is not easily extensible. It is extremely purpose-built for the
task of mapping text to the existing UMLS Metathesaurus and it is not totally clear how to
extend it to capture novel COVID-related terminology (other than waiting for new UMLS
releases).

QuickUMLS is a recently released system that is promising due to being written in Python
and providing a lighter-weight mapping to UMLS than more well-known systems. However,
we ruled it out because it is really the product of a paper, and does not have an active user
base or development team. Fortunately, it seems to have been absorbed by another tool,
MedSpaCy, which is also on our list, so that we can still use its core technology.

MedTagger is a system developed by Mayo Clinic for information extraction. We do not
evaluate MedTagger on its own simply because it is encapsulated within NLP2FHIR, so if we
test that tool that will be sufficient.

Hitex is ruled out because it does not seem to have had any development activity around it
for several years.

The remaining three systems that we took the deepest looks at are cTAKES, NLP2FHIR, and
MedSpaCy.

Results

To deeply evaluate the three systems, the first thing we did was attempt to set up, install,
and run them all on a dataset of human-generated fake notes describing patients with
COVID-19-like symptoms. Apache cTAKES is well-known to the authors, and so we are
already quite familiar with its setup. The major modification we made to cTAKES was to
incorporate a novel vocabulary of COVID-19 related terminology. To create such a
terminology, we took advantage of two community-developed resources, CoVoc,1 and
EMERSE Covid-19 Synonyms.2 We followed existing online documentation to add a
customized dictionary to cTAKES using the bar-separated file format, with one synonym
per line, where multiple synonyms would share an ID field. The “dictionary descriptor” file
we created to implement the combined UMLS and Covid-19 terminology lookup was added

2 https://project-emerse.org/synonyms_covid19.html

1 https://www.ebi.ac.uk/ols/ontologies/covoc

https://project-emerse.org/synonyms_covid19.html
https://www.ebi.ac.uk/ols/ontologies/covoc


to an existing cTAKES container library,3 to create a cTAKES Covid container library.4 The
main remaining change was to simplify the processing pipeline used by the cTAKES
container to make for a fairer comparison to existing libraries. Specifically, cTAKES ships
with a machine-learning based classifier for negation, uncertainty, and other concept
attributes, which is slower to run than the rule-based system used by MedSpaCy. However,
cTAKES does have an implementation of one of the standard rule-based systems (ConText),
similar to what is implemented in MedSpaCy, so we simply enabled that processor and
disabled the ML-based processor for comparisons.

MedSpaCy is a relatively new tool, and its wrapping of the QuickUMLS library in
combination with an existing Covid-19-specific vocabulary5 yields the core functionality we
need. Since it is based on the popular SpaCy library for general text, it is likely to be easier
to use and has potential to be supported into the future. We were able to implement a
MedSpaCy pipeline fairly quickly (within one working day), by combining an existing
demonstration of how to use QuickUMLS with code for using the Covid-19 vocabulary.
While we did not find the instructions helpful for this specific task, there was a decent
amount of documentation on the MedSpaCy github page that helped understand the overall
architecture. We were then able to experiment a bit until we got the system up and running,
and set up the output format to resemble the JSON that is returned by the cTAKES REST
service. We created a repository for this code that includes a sample script for processing
text files in a directory.6 Since the QuickUMLS installation inside of MedSpaCy points to the
same UMLS installation as cTAKES, we would expect the differences in UMLS concept
extraction to be minimal. Therefore, the main points of comparison with cTAKES are
expected to be the performance of partial matching, coverage of the Covid-19 terminology
extraction, and processing speed.

Finally, we attempted to implement and run NLP2FHIR on Covid-19-related notes as well.
Our experience with this library was more difficult than the others, mainly because of lack
of documentation and difficulty reconciling version numbers in its project dependencies.
On the latter point, NLP2FHIR relies on several external open-source packages, including
cTAKES, MedTagger, MedTime, and MedXN. Unlike cTAKES and MedSpaCy, which use
package-management tools to allow for specifying dependency versions, NLP2FHIR had a
more manual process of installing dependencies, and at the point we were running it,
several of the dependencies had upgraded since the release of NLP2FHIR. This made the
installation a complex process, as we needed to manually search through commit logs to
find version tags to revert to, or in other cases to actually modify the NLP2FHIR source code
to be compatible with the changed dependency. We were able to finally get it to run on our

6 https://github.com/Machine-Learning-for-Medical-Language/medspacy-covid-container
– private at the time of writing.

5 https://pypi.org/project/cov-bsv/

4 https://github.com/Machine-Learning-for-Medical-Language/ctakes-covid-container.

3 https://github.com/Machine-Learning-for-Medical-Language/ctakes-rest-package –
private at the time of writing

https://github.com/Machine-Learning-for-Medical-Language/medspacy-covid-container
https://pypi.org/project/cov-bsv/
https://github.com/Machine-Learning-for-Medical-Language/ctakes-covid-container
https://github.com/Machine-Learning-for-Medical-Language/ctakes-rest-package


sample notes, but due to the complexity of installation, along with the sense that the
package is not keeping up with its versioning, we ruled out NLP2FHIR as a viable system for
our purposes before doing the quantitative testing. NLP2FHIR was the one system that
already had some FHIR mappings, so we did inspect that code and the FHIR output to see
whether we could incorporate it into whatever system we do adopt, as it is a liberally
licensed open-source project. While we did find the mappings to resources to be more
along the lines of what we expected (as compared to cTAKES), overall the FHIR resources
were not extensively filled in, and so we opted to simply use their mappings as a starting
point but develop our own code.

For the formal evaluation, cTAKES and MedSpaCy are the remaining systems. We first
consider more qualitative comparison aspects between the two systems (as in the Criteria
section). Both systems had acceptable ease of use, as our descriptions of deployment above
indicate. Both systems are written in languages in which we have extensive experience, Java
(cTAKES) and Python (MedSpaCy). Only cTAKES has a built-in RESTful wrapper, but the
ease of creating new Python REST services makes this only a very slight advantage, as we
were able to quickly mimic the cTAKES interface in MedSpaCy. cTAKES probably has more
active users, and a more formalized development process, as part of the Apache Software
Foundation. However, MedSpaCy has a well-respected academic team behind it, and has
been highly active to-date. And, as mentioned elsewhere, its foundation of SpaCy makes it
potentially more attractive to new developers. Neither system has existing FHIR
capabilities, so that aspect is a wash. MedSpaCy had better existing COVID-related
resources, but we were able to put together a customized dictionary resource for cTAKES
from public resources relatively quickly. On these criteria alone, the systems are not easy to
differentiate.

Finally, we performed more quantitative evaluations of speed and accuracy to compare the
systems performance in the most important remaining dimensions.

For the speed test, we extrapolated our sample of 3 notes out to a set of 1000 notes simply
by iteratively sampling one of the notes and then making a copy. This larger set helps
reduce the impact of system overhead (e.g., time spent loading resources into memory) and
random minor system perturbations (e.g., other processes starting up). We ran this
experiment on each system 10 times and took the average to further smooth out the effect
of random noise. While this setup leads to a fairer head-to-head comparison, it may
overestimate performance relative to an actual random sample because the repetition may
lead to unrealistic caching benefits. Therefore, we also experimented on a sample of 100
real COVID notes to get a benchmark for real speed given real-world variation in note size.
Table 3 shows the results of these experiments. We report both overall speed in seconds,
and use this speed to extrapolate to the approximate number of notes per day one could
process with a single instance. Overall, cTAKES is about 7 times faster in the 1000 synthetic
note setting, and 2.4 times faster in the real notes setting.

For the concept extraction quality evaluation, we compared the outputs of the two systems
on two synthetic notes with 312 extracted concept spans. Comparing against a gold
standard would require labor-intensive manual annotation, and is actually more
information than we need – both systems will agree on a large number of concept spans,



and these will not help us choose between the systems. Instead, we perform an evaluation
that focuses on concepts where the systems disagree, by processing the same two notes
with both systems and asking an expert to adjudicate the disagreements. We blinded the
expert to the identity of the systems, and used the Anafora web-based annotation tool7 in
“adjudication mode” to reconcile differences. Specifically, the expert was asked to step
through the disagreements one by one, and resolved the following cases:

• One system created a span and the other did not – in this case the expert either
confirms the annotation (if useful) or deletes it (if not useful).

• Both systems create partially overlapping spans – in this case the expert chooses the
concept annotation whose boundary is judged to be more correct, and the other is
discarded.

The resulting set of spans includes all concepts for which the system agreed, as well as all
additional expert-approved spans, which we call the reference set (as opposed to Gold
standard, since concepts where the system agreed are not guaranteed to be correct). We
then measured precision (P – also called PPV), recall (R – also called sensitivity) and
F1-score of both systems relative to the reference set. Precision is defined as (# True
Positives / # Num System Predictions), recall is defined as (# True Positives / # Num
Reference Concepts), and F1-score is (2 * P * R / (P+R)).

We find that cTAKES performs better at finding reference spans, especially in the recall
metric, meaning that cTAKES is generating several unique spans that were judged to be
valuable and included in the reference set (see Table 4). Qualitatively, both systems
generated many more concept spans than one might expect, including modifiers of
concepts (severity terms, negation terms), ambiguous terms that in context were not
clinical concepts, and other spurious annotations. Overall, our impression was that both
systems will benefit from post-processing that can separate extracted concepts based on
some conception of importance, relevance, and currency, in order to be maximally useful.

Table 3: Comparison of processing speed in three different settings.

cTAKES MedSpaCy

Fake covid notes (3) 0.854s 5s
Notes/day 303K 52K

Fake covid notes (1000) 25.3s 176s
Notes/day 3.42M 490K

Real covid notes (100) 16.9s 40.5s
Notes/day 511K 213K

7 https://github.com/weitechen/anafora



Table 4: Comparison of entity extraction performance using Precision, Recall, and F1 score on
two COVID-related notes.

Gold entity
count

85 227

Metric Prec Rec F1 Prec Rec F1

cTAKES 82.8 84.7 83.7 84.6 85.7 85.1

MedSpaCy 74.6 62.4 67.9 78.0 64.7 70.7

Conclusion

In summary, we found that both systems in our final evaluation had many nice attributes.
MedSpaCy has significantly lower overhead in getting started, and is written in Python,
which we slightly prefer to Java. cTAKES seems a bit faster and more accurate, and has
existing container and REST implementations. Given the importance of processing at scale,
we think the speed and accuracy evaluations trump the other factors. This is especially the
case because the overhead of setting up cTAKES is mitigated by our existing expertise.
Therefore, we have selected cTAKES as the tool that we will modify and distribute to satisfy
the goals of our project.


